Appendix C

LINEAR PROGRAMMING

Inequality is the cause of all local movements.
—Leonardo da Vinci
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C.1 INTRODUCTION

Linear programming is perhaps the core model of constrained optimization; and the
simplex method for solving linear programming has been one of the most significant
algorithmic discoveries of this century. Developed in 1947, the simplex method has
stood the test of time, having been applied to thousands of applications in fields as
diverse as agriculture, communications, computer science, engineering design, fi-
nance, industrial and military logistics, manufacturing, transportation, and urban
planning. Moreover, methods and concepts developed for linear programming—such
as duality theory, decomposition methods, and sensitivity analysis—have served as
important base methodologies for stimulating discoveries in many other fields within
the sphere of optimization. For these reasons, linear programming rightly deserves
its position as one of the basic cornerstones of applied mathematics, computer sci-
ence, and operations research.

In this appendix we summarize some of the basic ideas of linear programming
and the simplex method. We do so for at least two reasons. First, a great majority
of the models that we have developed in this book, and indeed most of the models
encountered in the field of network optimization, are either linear programs or integer
programming extensions of linear programs. Therefore, a firm understanding of lin-
ear programming is valuable for understanding the structure of the models we have
been studying. Second, although we have attempted to develop much of network
flows from first principles and to use basic combinatorial ideas rather than more
general methodologies and concepts of linear programming, we have, by necessity,
needed to invoke ideas from linear programming on many occasions, sometimes as
a basic tool in our development and at other times to make appropriate connections
between the ideas we have been developing and more general concepts. Therefore,
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we have needed to rely on several central ideas of linear programming. This appendix
serves to make our coverage as complete as possible; it functions both (1) as an
introduction to linear programming for those who have only passing familiarity with
this topic, and (2) as a review of linear programming for those readers who are already
conversant with this topic.

A linear program is an optimization problem with a linear objective function,
a set of linear constraints, and a set of nonnegativity restrictions imposed upon the
underlying decision variables; that is, it is an optimization model of the form

Minimize zq: C X (C.1a)
j=1
subject to '
qu a;jx; = b(i) foralli=1,...,p, (C.1b)
x=0 forallj=1,...,q. (C.1¢)

This problem has g nonnegative decision variables x; and p equality constraints
(C.1b). (In many texts, m denotes the number of equality constraints and n denotes
the number of decision variables. This notation, unfortunately, is the reverse of the
convention in network flows, since network flow systems contain one constraint per
node and one variable per arc. For this reason we do not use the notation of m and
n to denote the number of constraints and variables of a linear program.)

We assume, by multiplying the ith equation by — 1, if necessary, that the right-
hand-side coefficient b(i) of each constraint i = 1, . . . , p is nonnegative. We might
note that we could formulate a linear program in several alternative ways; for ex-
ample, the objective function could be stated in maximization form, or the constraints
could be in a less than or equal to or greater than or equal to form. The linear
programming literature frequently refers to the formulation (C.1)—a model with
equality constraints, nonnegative variables, and a minimization form of the objective
function—as the standard form of a linear program. )

In economic planning, each decision variable models one particular production
activity (x; is the level of that activity), each constraint corresponds to a scarce
resource, and the coefficient a; indicates the amount of the ith resource consumed
per unit of the jth production activity. In this instance the model seeks the ‘‘best’
use of the scarce resources, that is, the production plan that uses the available
resources to produce the maximum possible revenue (assuming a maximization form
of the objective function).

In matrix notation, the linear programming model has the following form:

Minimize cx (C.2a)

subject to
Ax = b, (C.2b)
x=0. (C.2¢)

In this formulation the matrix & = (a;) has p rows and g columns, the vector
¢ = (cj) is a g-dimensional row vector, the vectors x = (x;) and b = (b(i)) are g-
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and p-dimensional column vectors, respectively. We let s{; denote the column of &
corresponding to the variable x;. We assume that the rows of the matrix are linearly
independent; thus the system #x = b contains no redundant equations. In terms of
linear and matrix algebra (we assume modest background concerning these topics),
this assumption states that the rows of the matrix & are linearly independent; that
is, the matrix & has full row rank.

For the special case of the minimum cost network flow problem, each com-
ponent of the decision variable x corresponds to the flow on an arc and the matrix
o has one row for each node of the underlying network. In this case the matrix
is the node-arc incident matrix N that we introduced in Chapter 1.

In the following sections we describe the rudiments of linear programming
theory. We begin by illustrating the underlying geometry of linear programs and by
introducing the fundamental concepts of extreme points and basic feasible solutions.
Then we describe the key features of the simplex method and of a variant that permits
us to efficiently handle upper bounds on the decision variables. We conclude this
appendix by introducing the basic features and key results of linear programming
duality theory.

C.2 GRAPHICAL SOLUTION PROCEDURE

Linear programs involving only two or three variables have a convenient graphical
representation that helps in understanding the nature of linear programming and of
the simplex method. We illustrate this procedure using the following example, stated
in inequality form with a maximization objective:

Maximize z = x; + x» - (C.33)
subject to

2x; + 3x, = 12, : (C.3b)

x| = 4, (C.3¢c)

X =3, (C.3d)

X1, X2 = 0. . (C.3e)

The shaded region in Figure C.1 is the set of feasible solutions for this problem.
The set of feasible solutions for the linear programming problem is generally referred
to as a polyhedron. The points A, B, C, D, and E are the extreme points of the
polyhedron; these points are formed by the intersection of the lines corresponding
to various constraints. Note that extreme points do not lie on any line segment joining
two other points in the polyhedron. More formally, a vector x is a strict convex
combination of distinct vectors x!, x2, ..., x*ifx = 8'x' + 6%x2 + --- +6*x* for
a set of weights 6 > 0 satisfying the condition >.%_, 6/ = 1. A vector x is an extreme
point of a polyhedron if it is not a strict convex combination of two distinct points
in the polyhedron, that is, cannot be represented as x = 6x' + (1 — 6)x? for some
weight 0 < 6 < 1 and two distinct points x' and x? of the polyhedron. It is an easy
exercise to show that if x is a strict convex combination of k > 2 distinct points in
the polyhedron, it is not an extreme point.
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Figure C.1 Set of feasible solutions
—> for a linear program.

The linear programming problem seeks a point (x;, x;) in the polyhedron
ABCDEA that achieves the maximum possible value of x; + x,. Equivalently, we
wish to determine the largest value of w for which the line x;, + x, = z has at
least one point in common with the polyhedron ABCDEA. The lines obtained for
different values of z are parallel to each other. Since these lines move farther away
from the origin as z becomes larger, to maximize x; + x, we need to slide the
line x; + x, = z away from the origin as far as possible so that it has some point
in common with the polyhedron ABCDEA. We can do so until we reach some extreme
point, point D in our case, at which point the line has only one point in common
with the polyhedron; at this point, for any further translation of the line away from
the origin, no matter how small, the line has no point in common with the polyhedron.
Thus point D is an optimal solution of our linear programming problem; its objective
function value equals 16/3.

This graphical solution procedure illustrates an important property of linear
programs, namely that every linear program always has an extreme point solution
as one of its optimal solutions. Therefore, to solve a linear programming problem,
we can focus only on the extreme point solutions. Consequently, we need to consider
only a finite number of solutions. The simplex method, described in the next section,
makes use of this extreme point property. It starts at some feasible extreme point
and visits “‘adjacent’ extreme points, improving the objective function values of
the solution at each step, until it reaches an optimal extreme point. For instance,
in our example, if the simplex method starts at point A, it might visit the points B
and C before reaching the optimal extreme point D. Alternatively, it might follow
the path A, E, D.

C.3 BASIC FEASIBLE SOLUTIONS

Our description of the simplex method requires that the linear program to be solved
be stated in the standard form (C.1); that is, the objective function is in the min-
imization form; each constraint, except for the nonnegative condition imposed on
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the decision variables, is an equality; and each right-hand-side coefficient b(i) is
nonnegative. Any linear program not in the standard form can be brought into stan-
dard form through simple transformations. For example, maximizing > -1 cix;
is equivalent to minimizing — >, -, ¢;x;, To model an inequality constraint
>7_1 agx; < b(i) as an equality constraint, we could add a new nonnegative ‘‘slack
variable’” y;, with zero cost, and writing the inequality as >,/ azx; + y; = b(i).

During its execution, the simplex method modifies the original linear program
stated in the standard form by performing a series of one or more of the following
elementary row operations:

1. Multiplying a row (i.e., constraint) by a constant, or
2. Adding one row to another row or to the objective function.

Since we have stated all the constraints in the equality form, row operations
do not affect the set of feasible solutions of the linear program. As an illustration,
consider the following linear program:

Minimize z(x) = x; + x, — 8x3 + 6x4 (C.4a)
subject to
’ 20 + x — ldxs + 10x, = 16, (C.4b)
xXi + x; — llxs + 7x4 = 10, (C.4¢)
X1, X2 , X3, X4 = 0. (C.4d)

Subtracting (C.4c) from (C.4a) and (C.4b) gives the following equivalent linear pro-
gram:

Minimize z(x) = Ox; + Ox; + 3x3 — x4 + 10 (C.52)
subject to
X4 = 3x3 + 3x4 = 6, (C.5b)
X1 + x2 —1lx; + 7x4 = 10, (C.5¢)
X1, X2, X3, X4 = 0. (C.5d)

Subtracting (C.5b) from (C.5c) gives another equivalent formulation of this linear
program:

Minimize z(x) = Ox; + Ox; — 3x3 + x4 + 10 (C.6a)
subject to
Xy —3x3 + 3x4 = 6, (C.6b)
X2 —8x3 + dxy = 4, (C.6¢c)
X1, X2, X3, X4 = 0. (C.6d)

Since the linear program (C.6) is equivalent to (C.4), both have the same optimal
solutions. A linear program like (C.6) is said to be in the canonical form if it satisfies
the following canonical property.
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Canonical Property. The formulation has one decision variable isolated in
each constraint; the variable isolated in a given constraint has a coefficient of +1
in that constraint and does not appear in any other constraint, nor does it appear
in the objective function.

The previous formulation satisfies the canonical property because x, is isolated
in constraint (C.6b) and x, in constraint (C.6c).

A linear program typically has a large number of canonical forms since there
are many ways to isolate decision variables in the constraints. The canonical form
in (C.6) has the following attractive feature. Assigning any values to x; and x,
uniquely determines the values of x; and x,. In fact, setting x; = x4 = 0 immediately
gives the solution x, = 6 and x, = 4. Solutions such as these, known as basic feasible
solutions, play a central role in the simplex method. In general, given a canonical
form for any linear program, we obtain a basic solution by setting the variable isolated
in constraint i, called the ith basic variable, equal to the right-hand side of the ith
constraint, and by setting the remaining variables, called nonbasic, all to value zero.
Collectively, the basic variables are known as a basis.

In general, we obtain a basic feasible solution as follows. We isolate a variable
in each constraint. For simplicity, assume that we have isolated the variable x; in
the ith constraint. Let B = {1, 2, . . ., p} denote the index set of basic variables
andletL = {p + 1,p + 2, ..., q} denote the index set of nonbasic variables (we
choose the mnemonic L for the index set of nonbasic variables because we set the
value of the corresponding variables to their lower bound—that is, value 0—in the
basic solution defined by this index set). We refer to the pair (B, L) as a basis structure
of the linear problem. For a given basis structure (B, L), we can compatibly partition
the columns of the constraint matrix o{. Let B = [, A>, . . ., dA,]Jand £ = [d, .1,
Ayi2, ..., d,]. We refer to the p X p matrix B as a basis matrix. We also let
xg = [x;: i € Bland xi, = [x; : j € L] be a partitioning of the variables into subvectors
corresponding to the index sets B and L. With this notation, we can rewrite the
constraint matrix dx = b as

%XB + §£XL = b (C7)

We can convert (C.7) to the canonical form by premultiplying each term by
R, the inverse of the basis matrix, giving

xg + B ' Lx = B'b. (C.8)

We obtain a basic solution from (C.8) by setting each nonbasic variable to value
zero. The resulting solution is

xg =B 'b and xp = 0.

We refer to this solution as a basic feasible solution if the value of each basic
variable is nonnegative (i.c., xg = 0). We also say that the basis structure (B, L) is
Sfeasible if its associated basic solution is feasible. For some choices of the basis
matrix, the corresponding basic solution will be feasible, and for some other choices
it will not be feasible.

Converting a linear program to a canonical form requires that we invert the
basis matrix, which is possible only if the columns associated with the basic variables
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are linearly independent. If the associated columns are linearly dqpendept, the basis
matrix is singular (i.e., its determinant is zero) and we cannot invert it. We sball
therefore henceforth refer to a basis as a subset of p variables whose corresponding
columns are linearly independent. . ' .

During its execution, the simplex method requires information about R _lsij,
the updated column corresponding to the nonbasic variable x;. W? let sﬁ,: = 9_7? A;
and call this vector the representation of #; with respect to the basis maFrlx R~ (or,
alternatively, basis B). We refer to this column vector as a representatlop because
by premultiplying both sides of the equations of; = R'd; by B, we obtalp RBA; =
;, which implies that we can interpret the elements in the vector A; as weights that
we use to multiply the columns of the basis matrix % in ordt?r to obtain thej qolumn
;. For notational convenience, we let sdy, denote the matrix %“Eﬁlcontammg the
column representations of all the nonbasic variables and let b = %7'b; we refer to
the vector b as the modified right-hand side. Finally, let cg = (c1, €2y e v Ce) and
cL = (Cpr1s Cps2s - - - » Cg) denote the cost vectors associated with the basic and
nonbasic variables, respectively. '

In a canonical form of a linear program, each basic variable has a zero cqef-
ficient in the objective function. We can obtain this special form gf the ob_}ectgve
function by performing a sequence of elementary row operations ‘(1.e:, multlpl_ymg
constraints by some multipliers and subtracting them from the objectlve:fu?ctlon)..
Any sequence of elementary row operations is equwal.ent to the follo_wmg. Nf[ulu-
ply each constraint i by a number (i) and subtfact. it fr9m tbe obJeqctwe unc-
tion. This operation gives the equivalent Ob_]eCthC. function ,,2’=' Cx;
S w()2f-1 agx; — b(i)], or, collecting terms and letting zo = > wbi),

)4

Z(x) = i [Cj — 2 *rr(i)a,-j]xj + E [Cj - 2 Tr(i)al'j]xj + Zo. (C9)

j=1 i=1 j=p+1 i=1

To obtain a canonical form, we select the vector 7 so that

P
¢ — > m()a; =0  foreachj € B. (C.10)

i=1

In matrix notation we select 7 so that

™R = cp.
In this expression, cg = (1, C2, - . . , Cp) is the cost vector associated with the basic
variables. We refer to

7 = cgB”’

as the simplex multipliers associated with the. basis B and refer to c}; =
¢; — ¢y m(i)ay as the reduced cost of the variable x;. Note that zo = 75 =
csB'b = cpxg, which since (xp = 0) is the value of the objective function corre-
ing to the basis B. ‘
SPOHdIn gSection C.2 we observed that linear programs always have extreme-point
solutions and in this section we have focused on basic solutions. Are these concetpts
related? Indeed, they are. To conclude this section we show that extreme points
and basic solutions are geometric and algebraic manifestations of the same concept.
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Therefore, by finding an optimal basic solution, we are obtaining an optimal extreme
point solution, and vice versa. Recall that columns of the constraint matrix s cor-
responding to the basis B are linearly independent.

Theorem C.1 (Extreme Points and Basic Feasible Solutions). A feasible solution
x to a linear program (C.1) is an extreme point if and only if the columns {sd;: x; >

0} of the constraint matrix corresponding to the strictly positive variables are linearly
independent.

Proof. To simplify our notation, suppose that x; >0, x, >0, . . . , x, > 0 and
Xi+1 = Xk+2 = -+ = xg = 0. Suppose that the columns &, A5, . . . , A, are linearly
dependent. Then there exist constants w, w,, . . ., w, (not all zero), satisfying the
condition

Ao + Aowy + o + Arw, = 0.

Let us define w1 = wrs2 ** = 0, = 0 and let  denote the vector (g,
®2, . . . , wg). Then since each of the first kK components of the solution x are positive,
for some sufficiently small value of the scalar 6,

X+ 08w=0 and x — 6w = 0.

Also, since dw = 0, d(x + Bw) = A(x — w) = Ax = b. Therefore, both
x + 8w and x — 0o are feasible for the linear program. But then x = 3x + 6w) +
#(x — Bw), which implies that x is not an extreme point (because it lies on the line
joining the points x + 6w and x — Ow). Therefore, we have shown that if x is an
extreme point, the columns #;, o>, . . . , d; must be linearly independent.

To establish the converse, suppose that x = 8x! + (1 — 6)x2 for some scalar
0 < 6 < 1 and two feasible points x' and x? to the linear program (C.1). Since
x = 6x] + (1 — 0)x7 for any j = k + 1, and both x! and x? are nonnegative, both
x; and x7 must have value zero. Therefore, since both these points are feasible
solutions to the linear program, they satisfy

I

dixl + soxt + -+ yxk = b,

and

sﬁlx% + Sdzx% + -+ &Qkx/z( b.

Subtracting these equations from each other shows that
di(xi = xP) + la(xd = x3) + 0 + Au(xh — x}) = 0.

But since the columns &, o5, . . ., s, are linearly independent, each component
of x' and x> must be the same. But then we cannot represent x = 6x! + (I — 0)x2

in terms of two distinct feasible points of the linear program and therefore x is an
extreme point. ¢

Although we have not stated this theorem as “‘x is a basic feasible solution if
and only if it is an extreme point,”’ the theorem easily implies this statement. Notice
that if K = p in this proof, the columns ,, o, . . . , o, form a basis of the linear
program, so x is a basic feasible solution. On the other hand, if X < p, we can add
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p — k other linearly independent columns to s, s, . . ., i to fo.rm a basis %.
In this case x still is a basic feasible solution, but with some basic variables at value
zero (those corresponding to the columns we have added). Therefore, thesg obser-
vations and Theorem C.1 imply that basic feasible solutions and extreme points are

identical.

C.4 SIMPLEX METHOD

The simplex method maintains a basic feasible solution at every step. Given a ba§ic
feasible solution, the method first applies the optimality criteria to test the optimality
of the current solution. If the current solution does not fulfill this condition, th_e
algorithm performs an operation, known as a pivot operation, to obtain angther basis
structure with a lower or identical cost. The simplex method repeats this process
until the current basic feasible solution satisfies the optimality criteria. Before de-
scribing the details of these steps, we consider some preliminary issues.

Obtaining an Initial Basis Structure

Recall from our preceding discussion that a basic solution might not be feasiblt?.
Therefore, identifying a basic feasible solution requires specifying a set of basic
variables so that the columns associated with these variables are linearly independ.ent
and the solution xg, xr obtained by setting xg = B'b and x;, = 0 is nonnegatm_a.
Unfortunately, there is no simple method for identifying any such collection of bgsm
variables. In fact, finding a feasible solution of a linear program (or a basic fea.sﬂ)le
solution) is almost as difficult as finding an optimal solution. Nevertheless, using a
simplé technique, we can find a basic feasible solution of a related linear program
and use it to initiate the simplex method. This technique consists of introducing an
artificial variable x,.; with a sufficiently large cost M for each constraint i and
defining an augmented linear program as:

q q+p
Minimize >, ¢x; + > Mx; (C.11a)
j=1 j=aq+1
subject to
q
> agx; + xqei = b(i)  foralli=1,...,p, (C.11b)
Jj=1
x=0 forallj=1,...,q. (C.11¢)

It is easy to show that the original linear program (C.1) has a feasibh‘a solution
if and only if each artificial variable has value zero in every optimal‘ solutnqn of the
augmented linear program (C.11). (The large cost coefficient associated thh‘e'ach
artificial variable ensures that it has value zero in an optimal solution if the orl_gmal
problem has a feasible solution.) As a consequence, solving thg augmented linear
program solves the original linear program. For the augmented linear program, tl}e
set of all artificial variables constitutes an initial basis and the value of the ith basic
variable is b(i) = 0.
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Optimality Criteria

Let (B, L) denote a feasible basis structure of the linear program. Assume, for sim-
plicity, that B = {1,-2, . . ., p}. Consider the canonical form associated with this
basis structure. In this canonical form the objective function is

q
Minimize z(x) =z + > cJx,. (C.12)
Jj=p+1

The coefficient cJ = ¢; — 37~ m(i)ay is the reduced cost of the nonbasic variable
x; with respect to the current simplex multipliers «. We claim that if ¢j = 0 for each
nonbasic variables x;, the current basic feasible solution x is an optimal solution of
the linear program. To see this, observe that in any feasible solution of the linear
program, x; = 0 for all j € L. Therefore, if ¢™ = 0 for each nonbasic variables Xj,
then zo is a lower bound on the optimal objective value. As we noted in the preceding
section, the current solution x, which sets x; = 0 for all j € L, achieves this lower
bound and, therefore it must be optimal.

Pivot Operation

If ¢f < 0 for some nonbasic variable x;, the current basic feasible solution might
not be optimal. The expression (C.12) implies that ¢ is the rate of decrease in the
objective function value per unit increase in the value of x;. The simplex method
selects one such nonbasic variable, say x,, as the entering variable and tries to
increase its value. As we will see, when the simplex method increases xs as much
as possible while keeping all the other nonbasic variable at value zero, some basic
variable, say x,, reaches value zero. The simplex method replaces the basic variable
x. by x,, defining a new basis structure. It then updates the inverse of the basis and
repeats the computations.

If we increase the value of the entering variable x, to value 6 and keep all other
nonbasic variables at zero value, expression (C.8) implies that the basic variables
xg change in the following manner:

xg + 054, = b. (C.13)

In this expression b = #7'b = 0, o, = B~'sd,, and xs = [x, xz, . . ., x,]. Let
A = [ays, az, . . ., ap5). We can restate (C.13) as

x; = b(i) — 0@, foralli=1,...,p. (C.14)

If a;; = 0 and we increase 6, then x; either remains unchanged or increases. If
a;s > 0 and we increase 0, then x; decreases and eventually it will become zero.
Consequently, (C.14) implies that if @;; > 0, then the scalar § must satisfy the con-
dition 8 = b(i)/a;s in order for x; to remain nonnegative. As a result,

0 = min {b(i)/a; : a; > 0},
I=i=p

is the largest value of 6 that we can assign to x, while remaining feasible. What if
ai; =0foreachi = 1,...,p?Then we can assign an arbitrarily large value to the
entering variable x; and the solution remains feasible. Since ¢ < 0, by setting x;
as large as we like, we can make the objective function arbitrarily small, and make
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it approach —e. In this instance we say that the linear program has an unbounded
SOlung\’;‘; next focus on situations in which 6 is ﬁ_nite._lf we set x;, = 0, one of tﬁc
basic variables, say x,, becomes zero. Note that b(r)/.a,s = 0. .We r.efqr toex, :j thz
leaving variable and refer to the rule we have desgnbed for ldentlfy‘;ng. nzte he
corresponding leaving variable as the minimum ratio rule. Ngxt, we esfl%hc ﬁne:ar
basic variable, x, a nonbasic variable, and update t.he canonical form o the linear
program so that it satisfies the canonical property with respect to the new basis.

do so by performing a sequence of elementary row operations.

Updating the Simplex Tableau

Recall from Section C.3 that in the canonical form with respect to the basis B, the
equations of the linear program assume the form

xg + B Lx, = B7'b. (C.15)

In the new basis, the entering variable x, becomes the b;fxsic vanatl:le 1?;1 thz
rth row, which requires that in the new canoni.cal for.rn the variable x; sw ou hige
a coefficient + 1 in the rth row, and a coefficient 0 in zill other rolws.1 etﬁc eve
this new canonical form by first dividing the rth row by ars; the variab le.xi tt;n has
a +1 coefficient in this row. Then, for each 1 =i =p,i# r, we mudtlp{ zf «
row by the constant —a;s and add it to the ith row so that the u}r)dats (;’3 l'lteto thg
becomes zero. We also multiply the rth row by a congtant —c7 and a le o e
objective function so that the objective function cqefﬁuent of x, becomes zero.

is set of computations as a pivot operation. )
refer 'tl?otgilslsstiatz thesepsteps of the simplex method, consider the lmear.program-
ming example given in (C.6). For convenience, we state the example again.

Minimize z(x) = 0x; + Ox» + 3x3 — x4 + 10 (C.16a)
subject to
X1 —3x3 + 3x4 = 6, (C.16b)
X2 — 8x3 + 4x4 = 4, (C.16¢)
X1, X2, X3, X4 = 0. (C.16d)

The nonbasic variable x4 has a negative reduced cost, and we se}ect it as/ :he_ e[;—
tering variable. Applying the minimum ratio rule, we fmd that 9 = mm]g6/3', 4 a}ri;blei
the minimum being achieved in the second row, which cgntams the asmﬂ: abie
x,. The variable x is the leaving variable. In the neyst ba51s., x; and x4bare: z i
variables, so we need to modify the canonical forrq. Since x4 is the new basic v1 ey
for the constraint (C.16c), we divide this cons?ramt by 4 so that Xa has (::1 1213) -
ficient. We then multiply the modified constraint by —3. and add it to El 'f llo,wing
multiply it by +1 and add it to (C.16a). These operations produce the fo
(equivalent) formulation of the linear program:

Minimize z(x) = Ox; + Oxs + $x2 + x3 + 9
subject to
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X —3x 4+ 3x3 =

|
(%)

Xa + ix; — 2x3 = 1,
X1, X2, X3, X4 = 0.

In this canonical form, the reduced costs of both nonbasic variables X, and
x3 are nonnegative, so the current basic feasible solution, x; = 3, x, = 1, and
x2 = x3 = 0, is optimal. This solution has an objective function value of 9.

One way to perform the pivot operation is by updating the full matrix o, that
is, by performing the explicit set of pivot computations iteratively on the matrix .
This set of computations can be very expensive for linear programs that contain
many variables (as is typical in practice). The revised simplex method is a particular
implementation of the simplex method that permits us to avoid many of these com-
putations. To describe the basic approach of the revised simplex method, suppose
that we (conceptually) append a set of fictitious variables y to the original linear
program and form a new linear program with the constraints: :

Ax + 9y = b,
x=0, y=0.

In this formulation, $ is an identity matrix; that is, its diagonal elements all
have value 1 and its elements off the diagonal all have value zero. Then to obtain
the canonical form (C.13) with respect to the basis %, we premultiply this system
by the basis inverse ®~'. With the fictitious variables y, the system becomes

xg + B'Ex, + By = B'b.

As shown by this expression, if we were to perform the pivot operation on the
entire matrix & from step to step, the coefficients of fictitious variables y would be
the basis inverse. This observation shows that we need not carry out the pivot
operations on the entire matrix . Instead, we can perform these operations on the
columns associated with the initial identity matrix $ (we do not formally introduce
the variables y). Since the resulting computations give us the basis inverse BT, we
can use this matrix to compute the simplex multipliers = cg%~" and then use them
to compute the reduced cost of each variable. Once we have determined the variable
x; to introduce into the basis, we compute its representation o, = % 'sf; and then
use this information to perform the ratio test to identify the variable x, to leave the
basis. We next perform the row elementary operations on the current B! matrix
and obtain the updated basis inverse.

The advantage of this approach is that we use only the original data o in
computing the reduced costs [using the formula ¢f = ¢, — >7_, w(i)ay] and de-
termine the modified data s¢ for only one column s of s and perform row elementary
operations only on the basis inverse matrix. This apparently modest change in the
algorithm often has dramatic effects on its efficiency because the original data & for
most problems met in practice is very sparse in the sense that most (90 percent or
more) of its coefficients are zero. On the other hand, the modified matrix < typically
becomes very dense as we perform the iterations of the simplex algorithm. In the
revised simplex method, by using appropriate data structures, we can avoid all the
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computations corresponding to the zero elements. As a consequence, py imple-
menting the revised simplex method, we usually achieve great economies in our
computations. The vast linear programming literature and many standard texts spec-
ify more details about this approach and about other ways to improve the empirical
efficiency of the simplex method.

Finite Termination

The simplex method moves from one basic feasible solution to another by performing
a pivot operation. In each iteration, the solution value improves by the amount
c™0. If @ > 0, we say that the pivot is nondegenerate; otherwise, we refen: to it as
degenerate. A nondegenerate pivot strictly decreases the value of the objective func-
tion associated with the basic feasible solution. If every pivot is nondegenerate, the
simplex method will terminate finitely because a linear program has at most pr
distinct basic feasible solutions and the algorithm can never repeat any basic feasible
solution (since the objective function value is strictly decreasing). However, the
simplex method might perform degenerate pivots, and without further modifications
it might repeat a basic feasible solution and therefore not terminate ﬁnitely. For-
tunately, researchers have developed several ways for implementing the mmp!ex
method so that it converges finitely. We refer the reader to linear programming
textbooks for a discussion of these techniques.
The simplex method terminates with one of the following three outcomes:

Case 1. The method terminates with an unbounded solution. In this case the
linear program has no optimal solution with a finite solution value.

Case 2. The method terminates with a finite solution in which some artificial
variable has a positive value. In this case the original linear program has no feasible
solution.

Case 3. The method terminates with a finite solution in which all the arti_ﬁcial
variables have zero value. This solution is an optimal solution of the original linear
program.

C.5 BOUNDED VARIABLE SIMPLEX METHOD

Often linear programming problems have upper as well as lower bounds imposed
on the variables. Network flow problems with arc capacities on the arc flows belong
to this class. We refer to this class of linear programs, formulated as follows, as
bounded variable linear programs.

q
Minimize >, cx; (C.17a)
Jj=1
subject to

q
> agx; = b)) foralli=1,...,p, (C.17b)

j=1
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Xj = u; forallj=1,...,q, (C.17¢)

0 . forallj=1,...,q. (C.17d)

The simplest way to handle the upper bound constraints (C.17¢) is to treat them
like the other constraints (by adding slack variables to convert them into equality
constraints). However, doing so increases the size of the linear program substantially
and is therefore undesirable. In this section we describe a generalization of the
simplex method, called the bounded variable simplex method, that treats these upper
bound constraints implicitly, very much like the lower bound constraints (C.17d).

In our previous discussion we defined a basic feasible solution in the simplex
method by a pair (B, L), consisting of a set B of basic variables and a set L of
nonbasic variables at their lower bounds. We define a basic feasible solution in the
bounded variable simplex method by a triplet (B, L, U), consisting of a set B of basic
variables, a set L of nonbasic variables at their lower bounds, and a set U of nonbasic
variables at their upper bounds. Let %, £, and % denote a compatible partitioning
of the constraint matrix A corresponding to the sets B, L, and U. Then

v

Xj

I

%XB + 5£XL + OILXU = b

In a basic feasible solution we set the value of each nonbasic variable to its
appropriate bound, depending on whether the variable is contained in L or U. Let
uy denote the vector of upper bounds for variables in U. Then, setting x; = 0 and
Xy = uy, we find that

%XB =b - oul,lu,
or
XB = %‘Ib - %_'[GILMU].

As before, B! is the inverse of the basis 3. For the bounded variable simplex
method, we define the simplex multipliers 7 in the same way as in the simplex method
(i.e., as the multipliers to apply to the constraints to create the reduced cost of zero
for each basic variable). We now discuss, one by one, various steps of the simplex
method and point out any changes required in the bounded variable simplex method.

Optimality Criteria

In a canonical form of the linear program with respect to the basis B, we can write
the objective function as
z2(x) = D cFx; + > cFx + z0.
jeL jeu

Using arguments similar to those used earlier for the case without upper
bounds, we can easily show that if ¢ = 0 for each j € L and ¢ = 0 for eachj €
U, then zo + >jeu cfu; is a lower bound on the optimal value of the objective
function. We refer to these conditions as the optimality conditions for bounded

- variable linear programs. If the basic feasible solution satisfies these optimality con-

ditions, the objective function achieves this lower bound, and hence it must be
optimal. Observe that the optimality conditions imply that it is not cost-effective to
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increase the value of any nonbasic variable at its lower bound or decrease the value
of any nonbasic variable at its upper bound.

Entering Arc Criteria

" The bounded variable simplex method selects any nonbasic variat?le viqlating 1?5
optimality condition as the entering arc. In other words, a .nonbasw va:nable X; is
eligible to be an entering arc if (1) j € L and ¢j <0, or 2)j € Uand cf > 0.

Leaving Arc Criteria

If the entering variable x; is a nonbasic variable at. its lower bound_, the methpd
attempts to increase the value of x; by the largest possible amount, aqd if the entenEg
variable x, is at its upper bound, the method attgmpts to Qe:crease its valug by t e;
largest possible amount. The maximum change is de}ermmed by the requiremen

that the value of every basic variable and of the nogbasnc varla.ble X remains b_etwet;)n
(or at) its lower and upper bounds. The expression (.C.14)'1rnphes that }f a;s <h,
then by increasing 6, we increase the value of the basnc. vanablq x;. In this case t e/
maximum change allowed by the upper bound constraint of x; is 6; = (1.4.- - l')({))l)

(—ai). If'a;; > 0, then by increasing 6, we decrease the value of the ba51f: va?a le
x;. In this case the maximum change allowed by the lower.bound constraint o (;c; bls
0; = b()a;. Welet 9, = +wifa; = 0. Fina}ly, the maximum change allo;vee th};
the upper and lower bound constraints of x, is |us|. .The maximum value o ] a

we can assign to x, will be the minimum of || and min{6; : 1 =i < p}. In the former
case the basis remains unchanged; x; simply moves from the set L to .U or from the
set U to L. In the latter case the basis changes and so does the .canomcal form. Tdhe
method of updating the canonical form is same as for the case without upper boun g
Conceivably, we might find that 8 = o, in which case the.: lmear' programming prob-
lem has an unbounded solution. The case, when the entering variable x; is a nonbasic
variable at its upper bound, is left as an exercise to the reader.

Termination of the Method

Under the nondegeneracy assumption, the bounded variable .simplex method ter-
minates finitely because it strictly decreases the objective funct'no-n value of the basgc
feasible solution at each step and any linear program has a finite number of. l?asxc
feasible solutions. Without the nondegeneracy assumption, we neec} some addmon;\l
technique to ensure finite termination of the mthod. For a discussion of these tech-
niques, we refer the reader to linear programming textbooks.

C.6 LINEAR PROGRAMMING DUALITY

Each linear programming problem, which for the purposes of this discu§31on we call
the primal problem, has a closely related associated linear prograraming problem,
called the dual problem, and together these two problems define a fiuahty theory
that lies at the heart of linear programming and many other areas in the ﬁelq of
constrained optimization. In this section we review briefly some of the most salient
features of duality theory.
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While discussing duality theory, we assume that the linear program has been
stated in the following form:

Minimize é CjX; (C.18a)
j=1
subject to
é agx; = b(i)  foralli=1,...,p, (C.18b)
j=1
x =0 forallj=1,...,q. (C.18¢)

In this formulation, we permit 5(i) to have an arbitrary sign. We refer to this form
as the symmetric form of a linear program. It is possible to show that we can convert
any linear program in a nonsymmetric form into the symmetric form. To define the
dual problem, we associate a dual variable m(i) with the ith constraint in (C.18b).
With respect to these variables, the dual problem is:

Maximize i b(i)w(i) (C.19a)
i=1
subject to
.él aym(i) = ¢ forallj =1,...,q, (C.19b)
w(i) =0 foralli =1,...,p. (C.19¢c)

Notice that each constraint in the primal has an associated variable in the dual
and that the right-hand side of this constraint becomes the cost coefficient of the
associated variable. Moreover, each variable in the primal has an associated con-
straint in the dual and the cost coefficient of this variable becomes the right-hand
side of the associated constraint. It is easy to verify that the dual of the dual is the
primal.

In the linear programming problem, whose dual we want to form, if some
constraint >,7_, agx; = b(i) is in the equality form, we form the dual exactly as
described earlier, except that the dual variable (i) becomes unrestricted in sign.
Similarly, in the primal, if some primal variable x; is unrestricted in sign, then in the
dual the constraint corresponding to x; is an equality constraint. Our first result
concerning the primal—dual pair is known as the weak duality theorem.

Theorem C.2 (Weak Duality Theorem).  If x is any feasible solution of the primal
problem and w is any feasible solution of the dual problem, then >7_, b(i)n(i) <
q
j=1 CjXj.

Proof. Multiplying the ith constraint in (C.18b) by (i) and adding yields

i b(iym(i) < i (i) [i a,—,x,-] , (C.20)
i=1 J=1

i=1

while multiplying the jth constraint in (C.19b) by x; and adding yields
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q P q
S| S| = 3 ox. can
j=1 i=1 j=1
Since the right-hand side of (C.20) equals the left-hand side of (C.21), together these
two constraints imply that

P q
> bl = 3 e,

i=1

which is the conclusion of the lemma. &

The weak duality theorem has a number of immediate consequences, which
we state next.

Property C.3 o
(a) The objective function value of any feasible dual solunon'zs a lower bound on
the objective function value of every feasible primal solution. o .
(b) If the primal problem has an unbounded solution, the dual problem is z.nfeasz.ble.
(c) Ifthe dual problem has an unbounded solution, the primal problem is infeasible.
(d) If the primal problem has a feasible solution x and the.dual pr?blem has. a
feasible solution w and >e_y b(i)w(i) = 2i-1 ¢jx;, then x is an optimal solution
of the primal problem and = is an optimal solution of the dual problem.

Theorem C.4 (Strong Duality Theorem). If any one of the pair of primal and
dual problems has a finite optimal solution, so does the other one and both have
the same objective function values.

Proof. Assume without any loss of generality that the_primal problem has'a
finite optimal solution. We can convert the primal problem into stapdard form (in
which all constraints have equalities instead of inequalities) by adding slack vari-
ables. Suppose that we apply the simplex method to this standgrd form and let
(B, L) be the optimal basis structure. Let x be the optimal solution and m be the
simplex multipliers associated with the optimal basis structure. Recall frorp our pre-
vious discussion that the simplex multipliers 7 are the multipliers assocxate'd W_lth
the constraints (C. 1b), which when subtracted from the original form of the objective
function yield the objective function in the final canonical form. Therefore,

x*) = X cfx + 3 cFxy + >, b)),

JEB JEL i=1

and

p
cfF =c¢; — 2, agm(i). (C.22)

i=1
Since x is a basic feasible solution, ¢J = 0 for all j € B, and x; = 0 for all j
€ L. Consequently, z(x*) = >7-; b(i)m(i). Moreover, since the basis struc'ture
(B, L) satisfies the optimality criteria (i.e., cJf = 0forallj € B U L), the expressions
(C.22) and (C.19b) imply that  is a feasible solution to the dua! prgblem. The ob-
jective function value of this dual solution is S%_, b(i)w(i), which is same as that
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of the primal solution x. Property C.3(d) implies that  is an optimal dual solution,
completing the proof of the theorem. _ ¢

The weak and strong duality theorems imply several fundamental results con-
cerning relationships between the primal and dual problems. The following comple-
mentary slackness property, which is another way of relating the two problems,
makes some of these relationships more explicit.

Complementary Slackness Property. A pair (x, @) of the primal and dual feasible
solutions is said to satisfy the complementary slackness property if

q
(i) [Z agx; — b(i)] =0 foreachi=1,...,p, (C.23a)
=1

J

and

P
X; [_cj -> a,j'n(i)] =0 foreachj=1,...,q. (C.23b)

i=1

Observe from the formulation (C.18) of the primal problem that [>,7_ ayx; —
b(i)] is the amount of slack in the ith primal constraint and =(i) is the dual variable
associated with this constraint. Similarly, [c; — >,7—, azw(i)] is the amount of slack
in the jth dual constraint and x; is the primal variable associated with this constraint.
The complementary slackness property states that for every primal and dual con-
straint, the product of the slack in the constraint and its associated primal or dual
variable is zero. In other words, if a constraint has a positive slack, the associated
primal or dual variable must have value zero, and alternatively, if a primal or dual
variable has a positive value, the dual solution must satisfy the corresponding con-
straint as an equality.

Theorem C.5 (Complementary Slackness Optimality Conditions). A primal fea-
sible solution x and a dual feasible solution w are optimal solutions of the primal
and dual problems if and only if they satisfy the complementary slackness property.

Proof. We first prove that if x and « are optimal primal and dual solutions,
they must satisfy the complementary slackness property. While proving the weak
duality theorem, we observed that

P p q q
i=1

i=1j=1 j=1

Since x and 7 are optimal primal and dual solutions, the strong duality theorem
implies that both of the inequalities in (C.24) must be satisfied as equalities. We can
rewrite the first equality in (C.23) as

P q
> @i [2 agx; — b(i)] = 0. (C.25)
J=1

i=1 j=

Since x and 7 are feasible in the primal and dual problems, each term in (C.25)
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is nonnegative. Consequently, the sum of these terms can be zero only if each tqrm
is individually zero. This observation shows that the solutions satisfy (C.23a). Sim-
ilarly, the second equality in (C.24) implies that the solutions satisfy (C.23b?.

We next prove the converse result: namely, if the solutions x anfi w satisfy the
complementary slackness property, they must be optimal in the primal and dual
problems. Adding (C.23a) for all i yields

q p P
E E a;m(i)x; = 2 b()w(i).
j=1i=1 i=1
Similarly, adding (C.23b) for all j yields

q p q
E 2 a,frr(i)xj = 2 Cj.X'j.
j=1i=1 Jj=1
Therefore, >°—: b(i)w(i) = 27-1 c;x;, and by Property C.3(c), x is an optimal
primal solution and  is an optimal dual solution, concluding the proof of the
theorem. L 4

REFERENCE NOTES

Dantzig, who conducted the pioneering work in linear programming, deve!oped Fhe
simplex method in 1947 to solve several military planning problems. The optimization
community introduced a steady stream of developments since then and now the
theory of linear programming includes a vast body of knowledge. BPoks by Dantzig
[1962], Bradley, Hax, and Magnanti [1977], Chvatal [1983], Schrijver [1986], and
Winston [1991] are excellent references on the history, applications, and theory of

this topic.
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